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HIGHLIGHTS
Computer autonomously designs
syntheses avoiding desired key
disconnections
By doing so, it navigates around
patent-protected syntheses of
blockbuster drugs
The algorithm can be useful to
both identify and prevent such
patent ‘‘bypasses’’

By identifying and keeping track of key disconnections essential to patentprotected syntheses, a retrosynthetic computer program can autonomously
design synthetic routes, ‘‘navigating around’’ previously published or patented
approaches. This new modality of in silico synthetic design is illustrated by
examples of patent-evading syntheses leading to three blockbuster drugs.
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SUMMARY

The Bigger Picture

By keeping track of lists of specific bonds one wishes to preserve, a computer
program is able to identify the key disconnections used in the patented syntheses and design synthetic routes that circumvent these approaches. Here, we
provide examples of computer-designed syntheses relevant to medicinal
chemistry, in which the machine avoids ‘‘strategic’’ disconnections common to
industrial patents and is forced to use different starting materials. The ability
of modern retrosynthetic planners to navigate around patented solutions may
have significant implications for the ways in which intellectual property related
to multistep syntheses is protected and/or challenged.

Although intelligent algorithms can
now reliably design synthetic
pathways leading to arbitrary
targets, to date no methods are
available to ensure that machinedesigned syntheses are
substantially different from prior
approaches. Developing such
methods could not only boost the
general synthetic creativity but also
be of practical value, enabling
navigation around syntheses
protected by seemingly
unbreakable patents. Here, we
describe a family of algorithms that
can first identify the key
disconnections underlying known
and/or patented routes and then—
by preserving the ‘‘key’’ bonds
during in silico retrosynthetic
planning—seek alternative, patentevading syntheses, including those
leading to blockbuster drugs.
Although such algorithms will help
inventors of new drugs enumerate
and preemptively patent large
numbers of viable synthetic routes,
ensuring that their products are
safe from generic copies, they may
also ultimately yield more efficient
and economical syntheses of
pharmaceuticals, driving costs
down—meaning that once
expensive and exclusive
medications are more readily
available to all.

INTRODUCTION
Teaching the computer to plan multistep chemical syntheses leading to non-trivial
targets has been an elusive goal for over five decades,1–6 and it has only been recently
that the first comprehensive validation of in silico synthetic predictions has been provided. Specifically, in Klucznik et al.,7 we described how the Chematica program (see
Computational Methods for a synopsis and Szymkuc et al.6 and Klucznik et al.7 for a
detailed description) designed, without any human supervision, complete pathways
leading to eight structurally diverse and medicinally relevant targets and how these
pathways were subsequently executed in the laboratory, offering substantial improvements over previous approaches or providing the first documented routes to
a given target. With such reassuring examples at hand, one can consider expanding
the scope of automated retrosynthetic design modalities. One of the interesting and
important possibilities is to challenge the machine to search for pathways significantly different than those already published or patented. In principle, this can be
done by excluding specific intermediates or reaction types along the route (see Supplementary Section 6.4 in Klucznik et al.7). In practice, however, creating lists of
‘‘excluded’’ substances or reaction types is not only cumbersome for the software’s
user but can also be of limited value—indeed, it does not prevent the machine
from using intermediates chemically equivalent to those present in original routes
or alternative methodologies resulting in identical retrosynthetic disconnections.
Here, we describe a more convenient and robust approach in which the machine
helps identify the target’s ‘‘key’’ bonds (whose disconnections are most common in
a patent portfolio and also most structure simplifying) and performs synthetic planning with these bonds ‘‘preserved’’ to ultimately find qualitatively different, patentcircumventing synthetic plans. The computer can succeed in this task because it
has a vast knowledge base of methodologies (in Chematica, ca. 60,000 reaction rules)
that can substitute for reactions used in the patents and has access to diverse collections of starting materials (in the current study,  200,000 commercial chemicals from
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Sigma-Aldrich with prices per gram and >7 million literature-known substances). We
illustrate the strength of this bond-preservation approach by designing patentevading syntheses (each constructed within a few minutes) of three commercial
drugs: linezolid (Figure 3), sitagliptin (Figure 4), and panobinostat (Figure 5). The
computer-generated plans are chemically sensible and, in many cases, are substantiated by literature examples of similar methodologies used for the syntheses of other
targets. Although Chematica is now a commercial product,8 the bond-preservation
algorithm we introduce here is generic and may benefit and extend the scope of other
retrosynthetic software,3–5 especially those that are trained on collections of reaction
precedents and thus inclined to find solutions that closely resemble previously
published syntheses.5

RESULTS AND DISCUSSION
Identification of Essential Disconnections in the Networks of Patented
Syntheses
As long as there are just a few patented syntheses of a given target, identification of
the ‘‘key’’ disconnection(s) on which these patents hinge can be achieved by inspection. In more realistic situations, however, syntheses of blockbuster drugs can be
protected by tens to hundreds of patents claiming hundreds of synthetic steps
and altogether forming quite complex reaction networks, such as those shown in
Figure 1 for Pfizer’s linezolid (Figure 1A: patent network comprising 138 unique
molecules and 156 unique reactions used in all patents 303 times), Merck & Co.’s
sitagliptin (Figure 1B: 410 molecules and 469 unique reactions used 1,081 times),
or Novartis’s panobinostat (Figure 1C: 28 molecules and 21 unique reactions used
42 times). Accordingly, to help guide the design of patent-evading routes, it could
be useful to task the machine with identifying the bonds in the target whose formation is essential to the patents. By essential, we mean not only those bonds whose
disconnections are most popular in the patents (e.g., some trivial protections or deprotections or the formation of some common substrates may be quite popular but
non-essential chemically) but also those that offer the most structural simplification
during synthesis. Syntheses in which at least some of such bonds were not disconnected could be qualitatively different from the patented routes (e.g., would start
from substantially different substrates, use different methodologies, etc.).
Reactions from patented syntheses are easily available by querying repositories such
as Reaxys or SciFinder; however, they come as individual steps rather than complete
synthetic plans, and the atoms in them are not numbered. Therefore, our first step is
to assign atom mappings to each of these reactions. We do so by using Chematica’s
SMARTS reaction templates and our in-house atom-mapping codes (commercial
mappers in ChemDraw or Marvin can also be used) to match both substrates and
products and also unambiguously assign the reaction type. Such processed
reactions are assembled into a network over which atom numbering is then unified,
starting from the target and proceeding from retrons to synthons (see Supplemental
Information Section S3 for a pseudocode). This unification of atom numbers is important to keep track within the network of which bonds (denoted by atom pairs) of the
target are being disconnected or made in each specific reaction r.
Importantly, for each reaction r in the network, the set of disconnected bonds is
assigned a complexity weight wr quantifying how essential this transform is. This
weight is the product of two components: (1) one that is akin to Chematica’s chemical scoring function6,7 and scores highly the reactions that disconnect the retron into
equally sized synthons (or into multiple substrates, as in multicomponent reactions;
see the Figure 1 legend for the formulas) and (2) one that scales with the number of
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Figure 1. Network Representation of Patented Syntheses and the ‘‘Essential’’ Bonds Underlying the Patented Approaches
The top row has networks unifying all reactions in the patents protecting the syntheses of linezolid (A), sitagliptin (B), and panobinostat (C). Color coding
is as follows: yellow, target molecule; blue, intermediates; and red, starting materials. The bottom row shows the target molecules with bonds color
coded according to their importance in the patented routes. Scores closer to unity (red color) indicate the most essential bonds; bonds with scores < 0.1
or with no patent-reported disconnections are not colored. These scores were calculated for each bond by summing and normalizing the complexity
weights w r of all reactions in which a particular bond was disconnected. The individual weights reflected the structural simplification a given reaction
offered as well as number of atoms common to this reaction’s product and the network’s ultimate target, wr = simplificationðrÞ$common atomsðrÞ. The
P n
Aprod;i

‘‘simplification’’ term was defined akin to Chematica’s simplest scoring function, simplificationðrÞ = Pi An
i

, where A stands for the number of atoms in

substr;i

the product(s)/substrate(s), and power n is greater than 1 (here, as in one of Chematica’s standard scoring functions, n = 3). This measure promotes
‘‘central’’ disconnections into same-size fragments. For instance, if the number of atoms in the reaction’s (sole) product is Ap = 10 and the two substrates
each have five atoms, A s1 = A s2 = 5, then the value of the simplification factor is 10 3 /(5 3 + 5 3 ) = 4. For less central disconnections, say, 7:3, the value is
always smaller (e.g., 10 3 /(7 3 + 3 3 ) = 2.7). Note: for compounds with large numbers of rings or stereocenters, the simplification factor might need to take
these measures into account (in Chematica’s scoring functions, this can be expressed by linear combinations of A n (or SMILES_length n ), number of rings,
and number of stereocenters terms; for further details on scoring functions, see Szymkuc et al. 6 and Klucznik et al.7 ).

atoms common to the retron of a specific reaction and the ultimate target of the
entire synthesis (this measure gives higher weight to disconnections performed on
more advanced intermediates). We note that for each of the target’s bonds, the
algorithm sums the weights wr of reactions in which this bond was disconnected,
normalizes these sums, and ultimately color codes the final scores into the target’s
bonds, as in the structures shown in the bottom row of Figure 1. The closer the score
is to unity, the more essential the formation of a particular bond is to the patented
approaches. Consequently, to maximize our chances of finding patent-evading
routes, these ‘‘key’’ bonds or even the structural motifs they belong to are recommended to be preserved (i.e., never disconnected or altered) during Chematica’s
synthetic planning.
Bond Preservation Algorithm to Accompany Retrosynthetic Planning
At first sight, tracking of not-to-be-altered motifs might be implemented easily by
checking whether the desired substructure remains intact in the synthons of each reaction the computer considers. However, this approach works well only when the
substructures are larger and unique (Figure 2A). With smaller motifs or individual
bonds, one rapidly runs into problems associated with their non-uniqueness (e.g.,
which of the seven C–C bonds in Figure 2B should really be preserved). In addition,
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Figure 2. Shortcomings of Naive Preservation of Structural Motifs
A naive algorithm that inspects if the specified not-to-be-disconnected motifs (marked in red) are
preserved in the synthons (A) works well if these motifs are large and unique but (B–D) fails when (B)
several non-unique bonds are present (here, seven single C–C bonds in the main skeleton 9 ) or (C
and D) when actual changes of the bonds within motifs are not detected. For instance, in (C), the
red-colored double bond C 2 =C 3 might seem to be preserved, but in reality it is disconnected
during olefin metathesis, 10 as indicated by the atom numbers. Similarly, in (D) the ester motif
appears intact but in reality is not preserved during lactonization reaction. 11

a motif might appear to remain intact but, in reality, changes during the reaction (see
examples of olefin metathesis in Figure 2C or lactonization in Figure 2D). To avoid
such problems, we number the atoms within the motif(s) to be preserved and
then, during all generations of retrosynthetic planning, keep track of the pairs of
atoms corresponding to bonds not to be disconnected. Importantly, while doing
so, we minimize search times and memory usage by merging the solution space
for identical synthons along different putative routes. Down to technical level (see
also Supplemental Information Sections S1–S3), the user’s graphical input of the
target molecule, t, with ‘‘preserved’’ bonds marked (Figure S1), is first translated
into Extended Molfile format and then into a SMILES string. Atom labels are stored
as SMILES atom index properties, and a list of pairs indicating protected bonds is
created and stored as a ‘‘bond set’’ B(t) (see text below the central node corresponding to the target in Figure 3). As the retrosynthetic search commences, the matching
reaction templates are applied, and the first generation of synthon sets is created.
For each candidate retron-to-synthon(s) transformation, r / s1 ; s2 ; .; sN (where
r = t in the first generation), the labels of marked atoms are propagated from the retron to the synthons. The algorithm then checks whether the set of bonds marked in
the target, B(t), is preserved among the synthons. Specifically, defining the subset of
these bonds in a synthon si as B(si), we require that Bðr = tÞ = Bðs1 ÞW.WBðsN Þ,
where W is a union set operator. Only reactions fulfilling this condition are further
considered and evaluated (e.g., in Chematica, by its scoring functions quantifying
simplification of the structure, assigning penalties for protection requirements,
non-selectivities, etc.; for details, see Szymkuc et al.6 and Klucznik et al.7). The
most promising options are further ‘‘expanded’’ into subsequent generations for
which the same procedure of atom labeling is used and to which the same criteria
of bond-set conservation are applied. During consecutive expansions, the searches
strive to keep the search space as compact as possible—for instance, in a relatively
frequent scenario where the same synthons are found within different pathways, they
are stored as one molecule within the search graph. This being said, if identical synthons contain different marked bonds, they can possibly have different retrosynthetic histories and are thus stored as separate entities distinguished not by the molecular structure but also by the list of ‘‘protected’’ bonds (see Figure S2). The search
continues until all synthons are commercially available or, if the user chooses so,
described in literature. All in all, the algorithm has the following desired
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Figure 3. Illustration of the Retrosynthetic Search Algorithm with Bond and Motif Preservation
Numbering of atoms in the target molecule t is encoded in its SMILES (here, C=CC [C:1]([C:2])
[C:3](=O)[O:4]C) and the accompanying set of atom pairs (denoting bonds not to be
disconnected; here, B(t) = {[1,2], [3,4]}). Each reaction operation (represented by an open
diamond) generates a set of synthons (circles). If the union of bond sets over the synthons is
different than in the target, then such a reaction candidate is removed from further consideration
(nodes colored in gray). The remaining synthon nodes can be further expanded (e.g., secondgeneration expansion on the right). The searches terminate when reaching buyable chemicals (red
nodes) or, if allowed by the user, substances whose syntheses have already been published (green
nodes). The violet node denotes a new or unknown substance and cannot be a stop point for the
search. For realistic, more complex targets, the number of expanded ‘‘spiders’’ is in the
thousands. From such graphs, the program selects and ranks a user-specified number (usually 50)
of qualitatively different (i.e., without trivial variations), viable pathways. Such pathways are
displayed as illustrated in Figures 4, 5, 6, 7, and S7–S15.

characteristics: (1) it preserves the not-to-be-altered bonds along entire pathways it
identifies; (2) it can preserve motifs that are disjoint in the target—in such a case, at a
given generation, more than one bond set Bðsi Þ is not empty, meaning that the motifs are split between different synthons; and (3) it can be implemented to prevent
either complete bond disconnections or changes in bond order (the latter, by adding bond-order labels to atom labels). For the pseudocode of the algorithm, see
Supplemental Information Section S3.
Syntheses of Linezolid
In our first example, we charged Chematica with finding pathways that would navigate around multiple patented routes—visualized as a network in Figure 1A and
listed in Figure S5—leading to Pfizer’s linezolid (tradename Zyvox), antibiotic, 1.
As we have seen in Figure 1A, the key disconnections in the patents are within the
oxazolidinone ring, and this ring is chosen as a motif to be preserved. In the patented
syntheses, the oxazolidinone ring is formed via (1) base-induced cyclization of halohydrin 2a or 2b or of epoxide 2c, 2d, or 2e with N-aryl carbamate 3a or isocyanate 3d;
(2) cyclization of 3b; or (3) Curtius rearrangement of 3c (Figures 4A and S5 for complete list). Without any bond-preservation constraints imposed on the target,
Chematica proposed similar plans, where the top-scoring pathways (Figures 4B
and 4C) construct oxazolidinone via the opening of a known oxirane 5a with
carbamate 5b (prepared from appropriate amine 4a) or 5c (prepared via Curtius rearrangement of benzoic acid 4b) and subsequent N-arylation of morpholine12,13
(Figures 4B and 4C; for further reaction details, see Chematica’s raw output in
Figure S7). In contrast, after specifying the bonds within the oxazolidinone ring as
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Figure 4. Patented versus Patent-Evading Routes to Linezolid
For a Figure360 author presentation of Figure 4, see https//dx.doi:10.1016/j.chempr.2018.12.004#mmc3.
(A) Most patent-protected syntheses of linezolid rely on the formation of the oxazolidinone ring.
(B and C) Similar solutions identified by Chematica without any bond-preservation constraints.
(D and E) Qualitatively different synthetic plans found by the program when the bonds within the oxazolidinone rings are preserved. In the miniatures of
Chematica’s pathways, color coding is as in Figure 3. In addition, the numbers in the red nodes are prices from Sigma-Aldrich catalog (in $US/g), and the
numbers in the green nodes are synthetic popularities (i.e., the number of literature-reported syntheses in which a particular molecule was used as a
substrate). The total search time for all syntheses shown in the figure was 5 min. For details of Chematica’s pathways, including suggested reaction
conditions, illustrative references, and more, see Chematica’s raw output in Section S6.
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Figure 5. Patented versus Patent-Evading Routes to Sitagliptin
(A) Key disconnections in patent-protected syntheses of sitagliptin.
(B) Bonds surrounding the stereocenter marked as not to be broken during synthesis planning.
(C–E) Chematica’s solutions (with no constraints imposed) are similar to the patented ones.
(F–I) Top-scoring syntheses found by the program with bond-preservation constraints from (B). Pathways (H) and (I) capitalize on Chematica’s two-step
strategic sequences (arrows colored red), in which the first step in the retrosynthetic direction does not offer any immediate structural simplification but
sets up the scene for a subsequent complexity-reducing step (see Supplementary Section 7.3 in Klucznik et al.7 ). All searches shown in the figure took ca.
15 min of computer time. For further details, see Chematica’s raw output in Supplemental Information Section S7.

not to be broken (bonds marked red in the target structure in Figure 3D; also see
Video S1), the algorithm is forced to avoid the abovementioned key steps from
the patents, and its three top-scoring solutions (top portion of Figures 4D and 4E)
start from commercially available halobenzenes 6a and 6b undergoing copper-catalyzed amination with morpholine under Zhang’s or Nolan’s conditions.12,13 Subsequent arylation of the commercially available 7 with remaining, less-reactive aryl
chloride14,15 yields the desired N-aryl oxazolidinone 8a. The four-step sequence is
completed by either (1) formation of the azide under Mitsunobu conditions and subsequent one-pot reduction and acylation or (2) oxidation of the alcohol to the aldehyde followed by reductive amidation.16 Another family of Chematica’s synthetic
plans (middle part of Figures 4D and 4E) utilizes an ‘‘opposite’’ reactivity pattern
whereby the more reactive aryl iodide 6c or 6d is allowed to react with 7. Subsequent
(1) conversion to alkyl bromide and reaction with acetamide anion or (2) oxidation to
aldehyde and reductive amidation lead to 8b used in the Buchwald-Hartwig amination of morpholine to complete the synthesis. Finally, the solution shown in the lower
portion of Figures 4D and 4E starts from the commercially available fluoroaniline.
Conversion via diazonium salt to iodoarene (incidentally, previously obtained in
85% yield and used for functionalization of cytoxazone17) followed by N-arylation
of 7, formation of azide, and conversion to acetamide yields the product in four
steps. We note that although Sigma-Aldrich’ catalog price of 7 (>$100/g) used as
a common intermediate in Chematica’s plans is rather high, this compound can be
prepared in one step (not claimed in any patent) from orders-of-magnitude less
expensive 3-amino-1,2-propanediol and diethyl carbonate in 60% yield according
to Steckhan’s procedure.18
Chiral-Pool-Oriented Syntheses of Sitagliptin
In the second example, the target was sitagliptin 9, which is an oral antihyperglycemic agent marketed by Merck & Co. as Januvia, with annual sales in 2017 approaching $4 billion. The current patented approaches (Figures 5A and S6) rely on (1)
addition of enolate19 derived from bromoester to chiral sulfinylimine 10 (Figure 5A,
top), (2) enantioselective reduction20–22 of ketoester 11 (Figure 5A, bottom), or (3)
formation of ketoamide 12 via one-pot condensation of meldrum acid with arylacetic
acid 13 and secondary amine 14 with subsequent reductive amination setting the
stereocenter with chiral rhodium catalyst,23 engineered transaminase,24 or a chiral
auxiliary.25 Without any additional constraints, Chematica suggests (Figures 5C–
5E) solutions closely mirroring these approaches, relying either on the stereoselective reduction of commercially available ketoamide 12 or on the addition of enolate
derived from amide 15a (prepared in one step from 14 and bromoacetic acid) to
chiral imine derived from aldehyde 15b, which, in turn, is accessible via Darzenstype homologation26 of benzaldehyde 15c or from nitrile 15d.
Analysis from Figure 1B suggests that the bonds one might consider preserving are
either the amide bond or the bonds next to the stereocenter. ‘‘Locking’’ all of them at
the same time is problematic because it simply does not leave any realistic synthetic
choices open—indeed, with such maximalist constraints, Chematica does not find
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Figure 6. Patented versus Patent-Evading Routes to Panobinostat
(A) Patented synthesis of panobinostat relies on reductive amination of tryptamine.
(B and C) Similar solutions identified by Chematica without any bond-preservation constraints.
(D and E) Qualitatively different synthetic plans found by the program when the key disconnection in the patented route (bond marked red) was
forbidden.
(F and G) Synthetic plans obtained when the same key disconnection was forbidden and, additionally, reactions requiring Pd catalysts were penalized.
All searches shown in the figure took ca. 15 min of computer time (longest individual search was 8 min). For further details, see Chematica’s raw output in
in Supplemental Information Section S8.

any sensible syntheses. When the amide bond alone is locked, the program follows
Merck & Co. and related patents. Accordingly, we decided to preserve the bonds
surrounding the stereocenter (Figure 5B), in effect forcing Chematica to design
routes that would source the synthesis from chiral starting materials. With this
constraint, the algorithm returns several plausible and qualitatively different routes.
For example, the top-scoring pathway in Figure 5F sources the stereocenter from
protected lactone 16. In the first step, hydrolysis under basic conditions yields the
hydroxyacid 17a. Sulfonylation in the presence of unprotected carboxylic acid27 prepares mesylate 17b, which is then converted to bromocarboxylic acid 18.
Subsequent amidation with triazolamine 14 gives alkyl bromide participating in
Pd-mediated Kumada-type coupling, after which Cbz is removed to yield the target.
Interestingly, this approach is virtually identical with the Esteve Quimica’s synthesis
of sitagliptin save that the order of two steps is exchanged (see Bartra-Sanmarti
et al.28 and Figure S6E). In another, related variant (Figure 5G), Chematica begins
with N-Cbz-protected a-methyl (S)-aspartate 20. Chemoselective reduction of the
ester and subsequent Appel reaction (note blue halo indicating the need for protection of carboxylic acid29) prepare the bromide 18, which then follows steps as in
Figure 5F. Interestingly, a similar approach relying on the alkylation of a Grignard
reagent with a bromide derived from protected aspartate was, in fact, demonstrated
experimentally by Liu et al.30 In yet another route in Figure 5H, the program begins
with Cbz-protected aspartic anhydride 21, which is opened regioselectively31 with a
Grignard reagent derived from 19. Subsequent tandem reduction-lactonization32
gives lactone 22 opened with amine 14. The target molecule is then obtained after
deoxygenation of benzylic alcohol and deprotection. Finally, the pathway in Figure 5I commences from commercially available N-Cbz (S)-homoserine 23. Formation
of lactone 24 eliminates the need for OH protection in the reaction33 with Grignard
reagent derived from 19. Deoxygenation of benzylic ketone 25, oxidation of alcohol
to carboxylic acid, coupling with 14, and deprotection follow, yielding sitagliptin in
six steps. Of note, similar approaches (Figure S6) relying on the addition of a
Grignard reagent to derivatives of aspartic acid34 (either Weinreb amide, or mixed
anhydride, or oxazolidinone) and subsequent deoxygenation of benzylic ketone
were demonstrated experimentally.
Syntheses of Panobinostat with Additional ‘‘Process’’ Constraints
In the third and final example, Chematica was challenged with designing routes to
panobinostat (trade name Farydak), which is marketed by Novartis and approved
for treatment of multiple myeloma. The current patented approach35 starts with
the formation of 2-methyltryptamine in tandem Fischer indolization-SN2 reaction,
followed by reductive amination and conversion of methyl ester to the desired hydroxamic acid (Figure 6A). Without any additional constraints, Chematica produces
similar plans (Figures 6B and 6C). The synthesis of 2-methyltryptamine starts with (1)
three-component Buchwald synthesis of indole36 with benzophenone hydrazone as
phenylhydrazine surrogate, (2) Fischer indolization of 5-hydroxypentan-2-one, or (3)
Fischer-type37 indolization of 5-methyl-2,3-dihydrofuran. Hydroxyl derivative is
converted to tryptamine via Appel reaction and Gabriel amination. Subsequent
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reductive amination with 4-formyl cinnamic acid and formation of hydroxamic acid
follow the Novartis’ route to panobinostat. Note that in the last step, the program
correctly warns the user about potential selectivity issues and the need to protect
nucleophilic secondary amine (blue halo in the pathway miniatures); in Novartis’
route, this problem is circumvented by brute force via excess hydroxylamine.
To navigate around such paths, the central C–N bond (marked red in Figure 6D) is
preserved—this bond is also the top-scoring suggestion from the patent-network
analysis in Figure 1C. With this additional constraint, the top-scoring syntheses (Figures 6D and 6E) again start with the formation of 3-hydroxyethylindole but subsequently, instead of making tryptamine, couple it with p-iodobenzylamine (either
via mesylate or via one-pot oxidation-reductive amination38). Heck coupling with
acrylic acid39 (notice the blue halo indicating the need for protection of secondary
alkylamine interfering with palladium catalyst) introduces the side chain, and reaction with hydroxylamine gives the target. Although chemically correct, pathways
from Figure 6D might be problematic in industrial settings as a result of the use of
Pd catalysts because both the catalyst and supporting phosphine ligands are expensive and occasionally difficult to remove from the products (on the other hand, it
should be noted that the use of Pd catalysis is becoming increasingly popular in
pharmaceutical industry because of the efficiency of bond disconnection offered
by this metal). Accordingly, in our last analysis, we combined the do-not-cut-bonds
constraint with Chematica’s ‘‘avoid’’ option whereby the user can eliminate reaction
types that contain certain keywords in the reaction record (see Section S6.4 in Klucznik et al.7). With the ‘‘Pd’’ and ‘‘palladium’’ keywords to be avoided, the top-scoring
syntheses are those shown in Figures 6F and 6G. In the route in Figure 6F, hydroxyethylindole is now prepared via the Fischer process rather than Buchwald synthesis.
Heck coupling is also no longer used to construct the cinnamic acid side chain.
Instead, hydroxyethylindole activated as a mesylate is used to alkylate commercially
available 4-cyanobenzylamine. Subsequent reduction of nitrile to aldehyde and
Horner-Wadsworth-Emmons olefination yields the unsaturated ketone oxidatively
degraded to acid,40 which is then converted to the target molecule. The routes in
Figure 6G share similar initial steps and are shorter but are scored lower on account
of two protections needed (blue halos in pathway miniatures; for details, see Figure S14). The cinnamic side chain is constructed directly from appropriate aldehyde
and malonic acid under Knoevenagel-Doebner conditions.41
Conclusions
To sum up, the above examples illustrate how the combination of automated retrosynthetic design with bond preservation modality enables navigation around
patented routes. Another aspect of the algorithm we have not focused on—but
that is already available with the methodology described—is that by marking
‘‘not-to-be-cut’’ bonds defining larger structural fragments, the searches can be
made to seek and terminate only in certain desired families of substrate scaffolds
(Figure 7). The fact that some of the bond-constrained routes proposed by Chematica actually mirror patent-circumventing syntheses that were carried out experimentally (e.g., Figure 5G versus Pan et al.30 and Figure 5I versus Liu et al.34) or syntheses
in which entire structural motifs were kept intact (Figure 7A versus Coldham and Leonori42 and Figure 7C versus Clemo and Ramage43) implies that our approach emulates the ways in which human experts think about such problems. In a broader
context, we believe that the methods we outlined not only will be useful in research
practice but also will have a significant impact on how the intellectual property
related to synthetic routes is protected or challenged—the former by harnessing
the computer’s power to enumerate and preemptively patent very large numbers
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Figure 7. Syntheses of (R)-Coniceine Starting from User-Preferred Chiral-Pool Scaffolds
(A) When no bonds are protected, Chematica suggests a two-step synthesis starting from stereoselective lithiation-allylation of N-Boc pyrrolidine,
followed by deprotection and Rh-mediated hydroaminomethylation. This sequence is virtually identical with Coldham’s approach. 42
(B) When the five-membered ring and bonds adjacent to the stereocenter are preserved, Chematica sources the synthesis from a known N-Cbz proline
derivative. Olefin cross-metathesis followed by reductive transposition of allylic alcohol yields, after deprotection, the same intermediate as in (A) and
then the target. To the best of our knowledge, this target has not been synthesized with this type of bond-preservation constraint.
(C) Preserving the six-membered ring and bonds adjacent to the stereocenter forces the algorithm to use a more expensive methyl pipecolinate as the
starting material (still, even this synthesis is shorter than the majority of routes to (R)-coniceine described in the literature). Initial tandem Michael
condensation with methyl acrylate followed by decarboxylation of the obtained ketoester and reduction of ketone yield the target molecule. We note
that this sequence resembles one of the first syntheses of coniceine reported by Clemo and Ramage. 43
For further details of the synthetic plans, see Supplemental Information Section S9.

of viable synthetic routes and the latter by navigating around patented methodologies (especially those leaving ‘‘an analytical fingerprint’’ in the target; for interesting
discussion of this and related patent-law topics, see Pohl,44 Heuer,45 and Lowe46). Of
course, when applied in industrial settings, the catalogs of the starting materials
should be updated to reflect large-scale pricing model and suppliers of a specific
company; in practice, such a replacement is a trivial substitution of one text file supporting the program’s search algorithms and chemical knowledge base. In addition,
it might be interesting to supplement the algorithm we discussed here with other
metrics of process efficiency47 or to link the searches with lists of environmentally
hazardous materials that should be avoided during synthetic planning.

EXPERIMENTAL PROCEDURES
Computational Methods
Chematica is a software platform that unites network theory, modern high-power
computing, artificial intelligence, and expert chemical knowledge to rapidly design
synthetic pathways leading to arbitrary (i.e., previously made or never attempted)
targets. The program uses over 70,000 rules describing different reaction classes,
where each rule coded by synthetic experts takes into account mechanistic considerations, providing substituent scope as well as contextual information about potential reactivity conflicts, protection requirements, selectivity issues, etc. Some of the
popular rules spanning more than the reaction ‘‘core’’ (e.g., substitutions in polycyclic aromatic systems) are augmented by machine-learning models. The rules are the
‘‘basic moves’’ that are used by graph-search algorithms to navigate enormous trees
of synthetic possibilities in intelligent ways. The ‘‘synthetic positions’’ on these trees
are evaluated according to the so-called reaction- and chemical-scoring functions.
The exploration of the trees is further guided by multistep strategies comprising
steps that initially increase complexity but then decrease it, in effect overcoming
local molecular-complexity barriers,6,7 as well as a host of quantum-mechanical
and molecular-mechanics routines that inspect the structures of the intermediates
created during planning (see Supplemental Information Section S10). Chematica’s
code is parallelized and deployed on multicore machines. Input and output are
supported by a graphical user interface (see Figures S7–S15 and Video S1). For a
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thorough discussion of the algorithmic basis of Chematica, see Szymkuc et al.6 and,
especially, the supplementary information in Klucznik et al.7
Synthetic Design
All syntheses discussed in the current work were designed by Chematica running on
a 64-core machine. The pathways were found and post-processed for display within,
on average, 5 min per search. The longest design (of panobinostat with additional
constraints) took 8 min.

SUPPLEMENTAL INFORMATION
Supplemental Information includes further algorithmic details, details of the syntheses described in the main text, 22 figures, and one video and can be found with this
article online at https://doi.org/10.1016/j.chempr.2018.12.004.
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R., and Kara, Y. (2017). Reaction of (S)homoserine lactone with Grignard reagents:
synthesis of amino-keto-alcohols and b-amino
acid derivatives. Tetrahedron Asymmetry 28,
1163–1168.

34. Liu, F., Yu, W., Ou, W., Xu, X., Ruan, L., Wang,
X., Li, Y., Peng, X., Tao, X., Mao, J., et al. (2010).
The synthesis of a chiral b-amino acid derivative
by the Grignard reaction of an aspartic acid
equivalent. J. Chem. Res. (S) 34, 517–519.
35. Acemoglu, M., Bajwa, J.S., Parker, D.J., and
Slade, J. (2009). Process for making N-hydroxy3-[4-[[[2-(2-methyl-1H-indol-3-yl)ethyl]amino]
methyl]phenyl]-2E-2-propenamide and
starting materials therefor. Patent US 2009/
0306405 A1, filed June 12, 2006, and published
December 10, 2009.
36. Wagaw, S., Yang, B.H., and Buchwald, S.L.
(1999). A palladium-catalyzed method for the
preparation of indoles via the Fischer indole
synthesis. J. Am. Chem. Soc. 121, 10251–10263.
37. Campos, K.R., Woo, J.C.S., Lee, S., and Tillyer,
R.D. (2004). A general synthesis of substituted
indoles from cyclic enol ethers and enol
lactones. Org. Lett. 6, 79–82.
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Section S1. Overview of the bond protecting algorithm.

Figure S1. Scheme illustrating the functioning of the bond protecting algorithm (counterclockwise
from upper left panel). Bonds not-to-be-disconnected are marked by the user. Marking tool is available in
the upper-right menu circled in red. The so-called Extended Molfile (black panel) with added bond
information (-1 in the last column) is generated and sent to the server. The file is translated into a SMILES
string (gray panel) with atoms belonging to the selected bonds numbered; a list of atom number pairs (“bond
list”) denoting the marked bonds is also generated. When the retrosynthetic search commences, the
algorithm inspects if none of the “preserved” bonds (here, 1-2 and 3-4) is disconnected in the synthons. If
any marked bond is disconnected and the bond set changes, such synthetic options (gray nodes) are no
longer considered. Otherwise, next-generation nodes are expanded and the search continues until stop
conditions are fulfilled (when reaching commercially available or previously made chemicals; red and green
nodes, respectively). The graph shown is a vast simplification of the full graphs generated in Chematica in
which each generations has, on average, ~100 synthetic options.
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Section S2. Handling the search space in the presence of repeating intermediates.

Figure S2. Schematic illustration of searches with the same repeating intermediate. a) When, during
the same search, an identical intermediate is encountered in several putative pathways (here, methyl
bromocrotonate, framed) but does not contain any bonds marked as not-to-be-disconnected, it is considered
as only one node common to different pathways. b) If, however, one of bromocrotonates contains protected
bonds while the other does not, then synthetic histories for these two molecules may be different and they
need to be kept as separate nodes in the search space. In this specific example, Wittig reaction can be
applied to one molecule from the pair but not to the other since it would affect bonds 1-2 marked as not-tobe-disconnected.

3

Section S3. Pseudocodes of atom-number-unification and bond-protection algorithms.

4

Figure S3. The algorithm unifies atom numbering over the entire network of reactions G (function
transmitTargetBasedAtomNumberings; lines 16-28 in pseudocode). To begin with, unique numbers are
assigned to each atom in the target (function getTargetNumbered; lines 1-7 in pseudocode). Then G is
traversed starting from the target and the encountered reaction nodes are iteratively analyzed. At each
iteration, target-based atom numeration is transmitted from the reaction’s product to its substrates (function
getSubstratesNumbered, lines 8-15 in pseudocode), while atoms not mapping onto the target remain
unnumbered. Finally, for each molecule in G, its atom numbering indicates the region of the target where
this molecule is “transferred” trough (one- or multi-step) synthetic sequence. Consequently, bonds
disconnected in reactions considered within the network can be accurately mapped onto the corresponding
bonds in the target.
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Section S4. Patented syntheses of Linezolid.
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Figure S5. Syntheses of linezolid described in patents. Only two pathways (starting from
hydroxymethyloxazolidinone (blue) do not rely on the formation of oxazolidinone ring. Red = compounds
used in the ring forming steps.

Section S5. Patented syntheses of Sitagliptin.

Figure S6. Selected approaches leading to Sitagliptin relying on stereoselective reductions (a,b), chiralauxiliary-directed additions of bromoesters (c,d), or chiral starting materials (e-g). a) Merck’s first generation
/ Glenmark’s process relying on the stereoselective reduction of ketoester. Subsequent hydrolysis,
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Mitsunobu reaction, coupling with triazoloamine and reductive cleavage of hydroxylamine are used to
finalize the synthesis. b) Merck’s second generation process relies on the stereoselective hydrogenation of
enamine amide derived from ketoamide formed in a three component reaction of meldrum acid, carboxylic
acid and triazoloamine. c) Chemo Iberica’s approach to Sitagliptin takes advantage of Evans’ auxiliary
directed alkylation of enolate and Curtius rearrangement to set the necessary stereocenter.
d) Biortus’ methodology exploits Reformatsky-type addition of zinc enolate to Elmann’s sulfinylimine to
prepare the β-amino acid. e) Esteve Quimica relied on the chiral starting material. S-homoserine lactone is
opened with triazoloamine and transformed to primary iodide. Trifluorophenyl moiety is installed in KumadaCorriu type coupling. One of the Chematica’s approaches is virtually identical with this solution except for
the order of two steps being exchanged. f,g) Syntheses of Sitagliptin sourcing the stereocenter from
aspartic acid and relying on the Grignard reaction and subsequent deoxygenation of the ketone obtained.
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Section S6. Screenshots showing Chematica’s syntheses of Linezolid.

Figure S7. Raw output of Chematica’s top-scoring synthetic plans obtained for Linezolid without
any bonds “preserved”.
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Figure S8. Raw output of Chematica’s synthetic plans obtained for Linezolid when oxazolidinone
ring was denoted as not-to-be-cut. Paths 5,7,8 are modifications of paths 4/8 with step order changed.
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Section S7. Screenshots showing Chematica’s syntheses of Sitagliptin.

Figure S9. Raw output of Chematica’s synthetic plans obtained for Sitagliptin without any bonds
“preserved”. Paths 3/4 are minor modifications of paths 2/5.
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Figure S10. Raw output of Chematica’s synthetic plans obtained for Sitagliptin when bonds adjacent
to the stereocenter were “protected”. Top-right: details of protection required for Appel reaction (Path 2).
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Figure S11. Raw output of Chematica’s top-scoring synthetic plans obtained for Sitagliptin when
bonds adjacent to stereocenter were protected and strategies applied.
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Section S8. Chematica’s syntheses of Panobinostat.

Figure S12. Raw output of Chematica’s top-scoring synthetic plans for Panobinostat without
“preserving” any bonds.

Figure S13. Raw output of Chematica’s top-scoring synthetic plans for Panobinostat when one of
the C-N bonds was marked as not-to-be-disconnected.
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Figure S14. Raw output of Chematica’s synthetic plans for Panobinostat when one of the C-N bonds
was “preserved” and reactions requiring Pd catalysts were penalized.
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Section S9. Details of Chematica’s enantioselective syntheses of coniceine

Figure S15. Details of Chematica’s syntheses of coniceine.
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Section S10. Outline of some important computational routines underlying Chematica.

S10.1. General considerations. While most factors dictating the reaction outcomes are captured by the
reaction transforms which carefully delineate the scope of admissible substituents (based on reaction’s
mechanism and stereoelectronic requirements), there are also issues that require scrutiny beyond even
vastly extended reaction “cores”. These issues can be broadly sub-divided into two categories: (C1) that the
transform leads to synthons or proceeds through a transition state that are structurally problematic
(especially, excessively strained); and (C2) that the transform itself is so broad that enumeration of all its
variants is unfeasible (e.g., enumerating all substitution patterns on all possible aromatic systems is clearly
not feasible, nor is accounting for all possible substituent effects leading to different regio- or stereoisomers
in pericyclic reactions such as Diels-Alder reaction or Cope rearrangement). In thinking how to circumvent
such problems, it is important to emphasize the key restriction for any potential solution – namely, since in
its searches for syntheses leading to non-trivial targets Chematica evaluates millions of synthetic
possibilities, it is essential that any such solutions are very fast, taking no longer than on the order of 10
milliseconds to execute. Accordingly, it is not possible to evaluate each considered reaction on-the-fly by
high-end QM or MD methods. On the other hand, it is possible to use such methods prior to actual synthetic
searches to pre-calculate libraries of problematic structural motifs, or parametrize much faster heuristic or
machine-learned models. In addition, our general strategy has been to avoid the use of external
codes/programs (which often introduce additional problems with licensing fees, etc.) and rely on in-house
solutions. As narrated briefly in this section (and also in Angew. Chem. Int. Ed. 55, 5904, 2016 and Chem
4, 522, 2018, and upcoming papers mentioned in specific sub-sections below), such models – despite the
imposed restrictions – perform quite well and, based on our experience with Chematica over the past
decade, have helped to improve immensely the overall quality of synthetic pathways the program predicts.

S10.2. Problem class C1: Nonsensical or
undesired structural motifs in the synthons.
Although an individual reaction transform might be
“locally” fine, it can create within the synthon(s) a
motif that cannot exist (e.g., a reaction introducing,
in the retro direction, a double bond at a

Figure S16. Strained motifs in retrosynthetic

bridgehead atom of a small, bridged ring system;

planning. A) Motif with a double bond at the

Figure S16a) or is “borderline,” such that one

bridghead atom cannot exist and is always

would not like the synthesis to proceed through this

prohibited. B) In contrast, strained cyclobutane-

motif unless it is present in the target (i.e., unless

fused aziridines can, in principle, exist but are not

the user specifically wishes to make a molecule

“welcome” synthetic intermediates – accordingly,

containing this motif, Figure S16b). Many of the

they are permitted in Chematica only when the user

forbidden motifs are eliminated simply based on

specifies a target that contains this motif.

the general chemical knowledge, e.g., the Bredt’s rule for the aforementioned bridgehead atoms. For many
other “suspected,” motifs we performed molecular mechanics calculations at the level of UFF force-field. In
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these straightforward calculations, we used the accepted non-existent motifs (recognized as such in the
literature) and, for comparison, plausible motifs. We then determined the thresholds of molecular strain that
separate the two classes. The results were used for three purposes – first, to create a library of several
hundred motifs that are always forbidden (as in Figure S16a); (ii) to create a library of motifs that are
forbidden unless present in the target (as in Figure S16b); and (iii) to use this modality after the synthetic
searches are complete,” and the user can inspect a full report on any of the molecules in the syntheses
generated by Chematica (Figure S17).

Figure S17. Chematica’s “Strain report” module can be used to inspect any of the intermediates present in
the synthetic plans the program creates. Here, it is used to evaluate strain in bicyclo[6.1.0]nonylmethanol.
Values of bond length, bond or dihedral angles that are above allowed thresholds are marked red in the
table and also color-coded in the structure in the upper-left corner (light blue designate loci with no excessive
strain).
S10.3. Problem class C1: Motifs leading to impossible transition states. In addition to structurally
“faulty” synthons, there are, of course, situations in which these synthons are perfectly feasible, but the
transition state, TS, between substrates and products is very high in energy and the reaction is kinetically
prohibited. While full-fledged TS calculations are orders of magnitude too long to implement on on-the-fly,
during Chematica’s synthetic searches, we have implemented several heuristic solutions that eliminate at
least the most prevalent problems.
(i) Since all reactions in Chematica are coded
based on well-defined reaction mechanisms, we can
eliminate some situations in which the structure of the
substrates/synthons prevents attainment of the known,

Figure S18. Diels-Alder reaction cannot

proper TS conformation. One illustrative example is shown

occur when substrate is frozen in s-trans
conformation.
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in Figure S18 whereby the s-trans conformation of the diene is “frozen” in the ring system and will not be
able to achieve the s-cis conformation required for the DA’s transition state. Such motifs are listed along the
reaction transforms and, if detected in the synthons, a specific reaction attempt is removed from Chematica’s
search.
(ii) In some classes of reactions, the approximation of the TS based on the structures of the
substrates is used to supplement thermodynamic considerations. The case in point here are Cope and
related rearrangements in which the direction the equilibrium shifts depends on both thermodynamic
considerations (electronic/substituent and ring-strain effects) as well as the kinetic factors specifying
whether the thermodynamic product can be attained.
Regarding the thermodynamic component, we quantify the ability of the substituents to
stabilize/destabilize double bonds by the so-called Double Bond Stabilization Energy (DBSE) concept (J.
Am. Chem. Soc. 95, 1179-1185, 1973). The DBSE values for specific substituents are pre-calculated at the
DFT level (M11/6-31+G(d,p)) as energy differences between this substituent present in the allylic or in the
vinylic positions. The overall energetic effect, caused by changes of substituents’ locations in the 1,5-diene
core (as the result of the reaction), is then the sum of DBSE values. The changes in strain energy
(accompanying any additional ring creation or destruction) are also pre-calculated and taken from previous
studies (notably, Eur. J. Org. Chem. 2000, 3117-3125, 2000). The sum of the DBSE and ring strain energies
gives the reaction enthalpy, which is then used to calculate ΔG and the expected product/substrate ratio in
the equilibrating mixture.
Regarding the kinetic component, it is aimed to qualitatively evaluate the TS structure and decide
whether the thermodynamic product can be obtained at all. This module is based on a set of heuristics
which exclude structural motifs that are not able to react in the Cope rearrangement (e.g., 1,5-dienes within
ring systems, Figure S19).

Figure S19. Examples of motifs forbidden as the substrates of the Cope rearrangement. The double bonds
in the 1,5-diene core (pink-colored) cannot attain proper TS conformation.
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(iii) A particular case is that of intramolecular
cyclizations which are essential for the synthesis of the
complex natural products featuring polycyclic, bridged,
or caged scaffolds. A particular synthetic transformation
– say, a simple SN2 reaction – might be judged as
plausible based on the endgroups of a cyclizing system,
but making these groups “reach” each other to form a
ring requires overcoming a high-strain TS. Looking for
rapid yet relatively accurate methods to evaluate such
cases, we have been combining the mechanistic

Figure S20. Enforcing proper trajectory of

knowledge of the transformations with molecular-

approach. For the major types of reactions, the

mechanics, MM, calculations. In brief, for the most

mutual arrangement of reacting species is

popular

the

known, as illustrated here for a nucleophilic

angles/trajectories at which the reaction partners

attack on a tetrahedral carbon, or on a sp2

approach one another (Figure S20) – we then

carbon atom (along the so-called Burgi-Dunitz

approximate the cyclization process as proceeding

and Flippin-Lodge angles).

reaction

classes

we

know

along this coordinate (the calculations are usually
repeated starting from different substrate conformers).
For such along-the-trajectory calculations, we initially
considered two freely available MM force fields
(Universal Force Field (UFF) and Merck Molecular
Force Field 94 (MMFF) and compared the energies they
predict during some well-studied cyclizations against
more precise HF/6-311+G** calculations – in the end,
we found that only MMFF provided decent accuracy for
polycyclic/caged systems. We then used MMFF
calculations to monitor molecular energy along the
reaction-type-specific “coordinate of approach”. Figure
S21 illustrates the energy profiles for some cyclizations

Figure S21. Examples of some possible and

for which we were able to find publications in which

impossible cyclizations based on SN2 reactions.

these reactions were attempted and did or did not
proceed (alkylation of ketone, red and green curves; from J. Am. Chem. Soc. 95, 8339, 1973), opening of
epoxide (blue; J. Mol. Catal. A Chem., 142, 333, 1999), cyclisation forming Loline’s skeleton (orange; Nature
Chemistry, 3, 543, 2011), and cyclisation executed en route to cytysine (black; J. Org. Chem. 83, 9088,
2018). The cyclization corresponding to the highest energy (red curve) does not proceed in experiment –
accordingly, the threshold for admissible cyclizations based on SN2 is set below these energy values (for
the distances of reacting centers below ca. 3.5 Å; at higher separations, the “stretching” of the molecule
along the reaction coordinate may be unphysical, especially for smaller ring systems). Similar calculations
are performed for transforms based on other well-studied reaction mechanisms. Naturally, this is only a
crude approach but, based on our experience with Chematica it can eliminate at least the most chemically
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“offensive” cases that a seasoned organic chemists might immediately find suspicious. We note that, for
now, the codes underlying these calculations are not parallelized and still require optimization; currently, the
calculations take few seconds and, consequently, are available for post-synthesis-planning scrutiny of
specific reactions in Chematica-generated pathways (i.e., not yet on-the-fly, during synthetic searches). The
results of the outlined studies are being prepared for a separate publication.

S10.4. Problem class C2: Accounting for long-distance electronic effects – example of aromatic
substitutions. In this section, we turn our attention to reaction types for which specification of all possible
arrangements and types of relevant substituents is impractical. A case in point are aromatic substitutions for
which enumerating possible substituent arrangements even in the most popular aromatic systems would
already require extremely large numbers of specific transforms. Instead, we encode a very general reaction
transform (spanning an attacking electrophile or nucleophile plus an aromatic carbon), but determine the
applicability of such a rule based on the calculations of electron populations (and related heuristics) within
the aromatic systems. In the early versions of Chematica, the calculations were based on the Hückel method
but the accuracy (assessed against published substitution patterns was only ~75%). As we described in
detail in the SI, Section 7 of our recent Chem paper (Chem 4, 522, 2018), other published methods were
either not accurate over diverse sets of aromatic systems (e.g., those based on 1H and 13C NMR shifts had
low predictive power, while those based on Hammett constants or the so-called electrostatic potential at
nuclei, EPN, were only marginally satisfactory) or were accurate but required time-consuming QM
calculations, one for each possible reaction site (e.g., the proton/electrophile affinity methods).
Consequently, we developed a “hybrid” approach – one combining Hammett substituent constants, proton
affinities averaged over all aromatic carbons within a specific ring type (pre-calculated at the DFT level of
theory using B3LYP functional with 6-31+G* basis set), the Hückel method (with parameters for heteroatoms
taken mostly from J. Org. Chem. 45, 4801-4802, 1980), as well as some additional heuristics. This model
proved rapid enough for on-the-fly calculations during retrosynthetic searches while offering accuracy
around 90% (assessed against 18,000 literature examples). With more details described in the
Supplementary Section S5.1 of Chem 4, 522, 2018 (and in our upcoming, more specialized publication), we
narrate the model only briefly. It consists of two parts whose main subroutines are:

Part 1. Assessing the most reactive position within each ring present. For benzene rings, regioselectivity is
determined by Hammett substituent constants with additional heuristics added to properly treat strongly
donating groups. In heterocyclic rings, regioselectivity is dictated predominantly by heteroatoms, and for
common ring types, we simply catalogued the literature knowledge as to which position is most active. For
heteroaromatics with additional substituents, the situation is more complicated. For example, electrophilic
substitutions at pyridines typically occur at the most active “meta” (“3” or “5”) positions relative to nitrogen.
In pyridines bearing a strongly donating group at “meta” (“3”) position, substitution takes place not at the
second “meta” (“5”) position but at the “ortho” (“6”) position relative to nitrogen. In order to include such
dependencies, we supplemented these empirical rules with Hammett constants to quantitatively measure
the effects of such substituents. For polycyclic aromatic hydrocarbons (PAH), detection of the most active
ring and position cannot be achieved based on Hammett constants – instead, for this class of compounds,
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we use the Hückel model which offers good accuracy against experimental/literature results (unlike in
heterocycles, for which Hückel fails dismally).
Part 2. Determining the most reactive ring. If a molecule contains more than one aromatic ring, we
sequentially remove less active rings. The removal procedure is itself divided into several steps. First, less
active ring(s) within fused/conjugated systems are removed based on heuristics tailor-made for specific ring
systems and accounting for substituent effects via the Hammett constants. In the second step, the algorithm
performs pairwise comparisons of all remaining rings and – based on the heuristic rules taking into account
ring type, presence of strongly donating/withdrawing groups, position of the most active site relative to a
heteroatom, and more – removes the less active rings from each pair. In the third step, “activity” of the
remaining rings is examined in more detail via proton affinities averaged over each ring and corrected for
the presence of specific substituents. As mentioned above, these ring-averaged proton affinities (RAPA) are
pre-calculated for different ring type templates (at the DFT level of theory using B3LYP functional with 631+G* basis set), and finally corrected for specific substituents and substitution patterns using Hammett
constants.
S10.5. Problem class C2: Quantifying substituent effects in popular, non-aromatic reaction classes
– example of Diels-Alder cycloadditions. Whereas for aromatic substitutions, the key effects from beyond
the reaction core are electronic, this is not a general situation and, typically, both electronic and steric effects
need to be taken in consideration. For the vast majority of Chematica’s reactions such considerations are
included in the reaction transforms by carefully specifying the scope of admissible substituents. In some
cases, however, enumeration of possible combinations of substituents is impractical and would, at best,
result in very large numbers of reaction variants (which would slow down Chematica’s operation). For the
most popular transforms, for which thousands of reaction examples are available in the literature, we remedy
this problem by defining a “narrow” reaction core (like in aromatic substitutions) but, instead of performing
QM/MM calculations, we do Machine-Learning. As an example of this approach we focus in this section on
the synthetically powerful Diels-Alder, DA, cycloadditions – in particular, on the problem how to predict their
regio-, site- and diastereoselective outcomes (Figure S22). The brief summary based on our upcoming
publication (W. Beker, E.P. Gajewska, T. Badowski, B.A. Grzybowski, Angew. Chem. Int. Ed.
https://doi.org/10.1002/anie.201806920, 2018) follows.
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Figure S22. Examples of possible outcomes of the Diels-Alder reactions taken from some “classic” total
syntheses. Products that were experimentally obtained and also correctly predicted by our Random-Forest
classifiers are colored in violet. a) Regioselectivity in the DA reaction used by in the total synthesis of
Rippertenol (Snyder et. al.) is dictated mainly by electronic factors. b) Site-selectivity in the DA reaction used
by Danishefsky in the synthesis of Xestocyclamine A. Only one of the two possible dienophiles is reacting
to give the violet-colored product. c) Diastereoselectivity of the DA reaction leading to a desired intermediate
in Nicolaou’s total synthesis of Colombiasin A. Figure adapted with permission from (W. Beker, E.P.
Gajewska, T. Badowski, B.A. Grzybowski, Angew. Chem. Int. Ed. https://doi.org/10.1002/anie.201806920,
2018).
Initially, we attempted to determine such outcomes by QM methods but these calculations took hours to
complete and offered, at best, accuracy of 82% (e.g., even for state-of-the-art Parr functions obtained by
calculating wave functions for neutral, cationic-radical and anionic-radical species of each diene/dienophile,
using B3LYP functional [open-shell for radicals] and 6-31+G** basis set with diffusive functions on heavy
atoms to better describe the third- and fourth-row elements). Consequently, we turned our attention to ML
methods and prepared a set of several thousand of literature-reported DA precedents – about 3,000
examples in which regioselective outcomes were possible, ~1,000 with possible site-selectivity, and another
~3,000 with different possible diastereoselective outcomes. For each of these classes, we trained and tested
(with five-fold cross validation) models ranging from deep neural networks to random forest classifiers.
Interestingly, the choice of a specific method was of secondary importance – what mattered most is that the
descriptors used to encode substituents on the diene and the dienophile carry with them real physical
meaning. Indeed, we showed that when Hammett constants reflecting substituents’ propensities to
donate/withdraw electrons and the so-called TSEI indices quantifying steric hindrance were used, the
models achieved remarkable accuracies: 93.6% for the prediction of regioselectivity, 91.3% for siteselectivity, and 89.2% for diastereoselectivity. Notably, all other representations that do not capture the
stereoelectronic effects (i.e., descriptors such as ECFP4, MACCS, or RDKit fingerprints, etc.) did much

23

worse in terms of accuracy and/or transferability to cases the machine has not seen during training. Full
theoretical

details

are

part

of

the

aforementioned

Angewandte

paper

(https://doi.org/10.1002/anie.201806920) and the reader can use our Diels-Alder predictor at
http://dielsalderapp.grzybowskigroup.pl/.
.
Section S11. Caption to Movie S1.
Movie S1. Design of patent-evading synthetic plans for Linezolid. After introducing the target molecule
(00:02), scoring functions (00:05-00:10) and stop conditions (00:12), a search without any additional
constraints is started (00:13). After ca. 90 s, the search is stopped and the top-scoring pathways found are
displayed. From these, top ones (relying on the condensation of epoxide with carbamate) are displayed in
detail (00:25-00:55). Color coding: red = commercially available chemicals; green = molecules with
syntheses already reported in the literature (user can further query those in Chematica’s Network of
Chemistry, NOC, module); violet = molecules unknown in the NOC. Desired bond set is then marked as
“unbreakable” (01:00) and the search is performed again. After ca. 3 minutes, the search is stopped and
the top-scoring pathways are displayed. From these, the three top-scoring ones (now utilizing commercially
available hydroxymethyloxazolidinone) are scrutinized in detail (1:18-2:03). Finally, prices of commercially
available starting materials (numbers over red nodes) and synthetic popularities of molecules with known
syntheses (numbers over green nodes) are displayed (02:07).
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